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Abstract
Translationese data is a scarce and valuable resource. Traditionally, the proceedings of the European Parliament have been
used for studying translationese phenomena since their metadata allows to distinguish between original and translated
texts. However, translations are not always
direct and we hypothesise that a pivot (also
called ”relay”) language might alter the
conclusions on translationese effects. In
this work, we (i) isolate translations that
have been done without an intermediate
language in the Europarl proceedings from
those that might have used a pivot language, and (ii) build comparable and parallel corpora with data aligned across multiple languages that therefore can be used
for both machine translation and translation studies.
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Introduction

Original text and text translated from another language differ in several characteristics (Gellerstam,
1986). The differences are assumed to be systematic and referred to as translationese. Translationese includes language independent characteristics like simplification, normalization, explicitation and avoiding repetitions (e.g., Baker et al.
(1993)), as well as language-pair specific features,
e.g. shining-through of source language patterns
in target text (Toury, 1979; Teich, 2003).
In order to be successfully used for studying translationese phenomena, corpora need to
be equipped with additional meta-information:
whether the text is original or translated, the direction of translation, production mode of the source
text (spoken/written) to give some examples. It is
also useful to know whether the original text has
been produced by a native speaker, as it has been

shown that texts produced by non-native speakers
can be quite easily separated from the texts produced by native speakers and translated texts (Nisioi et al., 2016). Information about native language and qualifications of the translator is also
relevant.
For this reason, collecting multilingual (samedomain) data suitable for studying translationese
is a challenging task. The proceedings of the European Parliament (Europarl) have often been used
previously for this purpose (Koppel and Ordan,
2011; Rabinovich and Wintner, 2015; Lembersky
et al., 2011), as they cover a lot of languages and
provide relevant metadata. However, one problem
with this data is that translation in the European
Parliament sometimes happens indirectly, through
pivot (also called ”bridge” or ”relay”) languages.
With 24 official languages, there are 552 possible
direct translation combinations, therefore translations are often made first into one of the most frequently used languages: English, French or German, and then into other languages (Parliament,
c; Katsarova, 2011). This can be problematic for
studies that compare translations coming from different source languages. Unfortunately, there are
no meta-annotations for the European Parliament
proceedings that would indicate whether the translation has been indirect, and exactly which pivot
languages have been used. According to Bogaert
(2011); Parliament (a), the system of relay languages was introduced in 2004, when a number
of states joined the EU, and the number of official
languages grew from 9 to 20. We use this date for
our main separation of the data.
The contributions of our paper are twofold:
(i) we extract the unequivocally direct translations
and (ii) we align the corpus paragraph-wise across
seven languages: English (EN ), French (F R),
Spanish (ES), German (DE), Dutch (N L), Italian (IT ) and Portuguese (P T ), and provide scripts
for extracting comparable and parallel subcorpora

from it.
The rest of the paper is organised as follows.
Section 2 presents previous work done on building
corpora for translationese research, and, in particular, corpora based on the proceedings of the European Parliament. Section 3 describes the procedure of creating the corpora. In Section 4, we
compare the ”reliable” and ”unreliable” parts of
the corpus on the task of translationese classification. Lastly, in Section 5 we present our conclusions and ideas for future work.
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Related Work

2.1

Data available for translationese research

There are only a few multilingual corpora for
translationese research. The UN parallel corpus
(Ziemski et al., 2016) consists of multilingual parliamentary documents of the United Nations in 6
languages, organized into bilingual parallel corpora. From this corpus Tolochinsky et al. (2018)
derived 5 parallel corpora from English into other
languages and annotated them for translation direction.
The Canadian Hansard corpus1 consists of transcriptions of the Canadian parliament in English
and French and their translations, and has metadata indicating the original language.
Rabinovich et al. (2015) compile a parallel
English–French corpus from TED talks, annotated for translation direction. They also provide aligned English–French and English–German
book corpora, collected from public domain
books, and an English–German corpus of political
news and commentary collected from the Project
Syndicate2 and Diplomatisches Magazin3 .

However their parallel corpora do not contain any
meta-information, and the monolingual corpora
have information that is not always consistent and
also scarce, according to Karakanta et al. (2018).
Graën et al. (2014) attempted to clean and correct some errors in the Europarl corpus of Koehn
(2005). Islam and Mehler (2012); Lembersky
et al. (2011); Rabinovich et al. (2015) and Cartoni
and Meyer (2012) employed the Europarl corpus
of Koehn (2005) for translation studies, relying
on its metadata (”language tags”). Ustaszewski
(2019) created the EuroparlExtract toolkit that allows extraction of bilingual parallel corpora and
monolingual comparable corpora from the Europarl corpus of Koehn (2005) with explicit annotation of translation direction and source language.
They also rely on the metadata present in the Europarl corpus of Koehn (2005). Nisioi et al. (2016)
additionally crawl the information about the Members of the European Parliament (MEPs) from the
European Parliament’s website in order to identify
native or non-native speakers.
Karakanta et al. (2018), in contrast to the previous approaches, do not use the Europarl corpus of Koehn (2005), but provide a pipeline
(Europarl-UdS) for re-crawling the European Parliament proceedings from the official website of
the European Parliament4 , as well as MEP metainformation, and compiling comparable corpora
annotated with information about the original language and the status of the speaker (native/nonnative). We build upon their approach and enable multilingual paragraph-level parallelization
of texts, as well as add metadata about direct/possibly indirect translation.
2.3

2.2

Corpora based on Europarl proceedings

Many projects have focused on creating corpora
based on the proceedings of the European Parliament, available in 24 languages. According to Nisioi et al. (2016), the proceedings are transcribed,
edited and then translated by professional translators who are required to be native speakers of the
target language (Pym et al., 2011). Koehn (2005)
compiled the Europarl corpus: monolingual corpora and parallel corpora for 10 languages with
English, and provided a sentence alignment tool.
1

https://www.english-corpora.org/
hansard/
2
https://www.project-syndicate.org/
3
http://www.diplomatisches-magazin.de/

Pivot languages

The issue with relay languages in translation of the
European Parliament proceedings has been raised
previously by researchers in linguistics and translation studies.
Cartoni and Meyer (2012); Cartoni et al. (2013)
claim that a corpus that contains indirect translations cannot be reliable for studies aiming to analyze a translation from a specific source language
into a specific target language, however it could
still be used for comparison between the original
and translated texts in general.
Rabinovich (2018) use Europarl of Koehn
(2005) spanning from years 1999 to 2011, and
4

http://www.europarl.europa.eu/

Figure 1: Sample lines from the initial corpus extracted from the xml files and aligned across 7 languages. The columns from left to right: paragraph id, source language, native/non-native speaker, direct/undefined translation, the originally produced paragraph in its original language, translations into all
of the languages. The initial aligned corpus contains blank cells where the translations are missing.
treat all the translations into languages other than
English as indirect. They perform source language
identification and phylogenetic tree construction
on English and French translations from various
languages, and report that the translationese signal seems to weaken due to the pivot translation,
however it is still identifiable.
Ustaszewski (2021) use corpora extracted with
the EuroparlExtract toolkit (Ustaszewski, 2019),
and treat the translations from 2004 onwards as
English-mediated. They perform classification between direct and indirect translations, whereas we
classify translations vs. original texts.

3

Multilingual Parallel Direct Europarl

This section describes how we build the multilingual corpus with parallel data for both machine
translation and translation studies from the Europarl proceedings. Our corpus has originals and
translations available in 7 languages: Dutch, English, French, German, Italian, Portuguese and
Spanish.
We firstly use the code5 provided by Karakanta
et al. (2018) to extract the Europarl proceedings
from the official website into metadata-rich xml
files. Subsequently, we align the data across the
7 languages. Figure 1 visualizes a sample of the
aligned dataset. The alignment is done on a paragraph basis6 . On average, a paragraph has 78
words. In aligning the segments, we take into
consideration the number of paragraphs in each
5
https://github.com/hut-b7/europarluds
6
This is due to the fact that the translations of paragraphs
are not aligned sentence-wise. While the original paragraph
may have n sentences, one translation may have m sentences
and another k.

speech (intervention). In the different parallel interventions, the different translations are sometimes organised into different number of paragraphs. We only consider interventions whose
translations are aligned paragraph-wise.
According to Parliament (a,b,c) and Bogaert
(2011), since 2004 translations, especially for less
widely-used languages, are mostly made through
pivot languages. Due to the lack of metaannotations, it is not possible to ascertain which
translations from 2004 onwards are direct translations and which are not. Since the information
about whether translations are direct or through a
relay language is important for studying translationese, we annotate all translations up to 2003 as
direct to separate them from the data that might
possibly contain pivot translations, which we denote as undef ined.
In addition to this, we also use annotations from
the xml files from which the data is extracted,
based on the nationality of a speaker to annotate
which texts were produced by native speakers and
which were not. This however is not guaranteed to
be a perfect annotation as people sometimes naturalise to become citizens of other countries; speakers may also have a minority language in the country of origin as their mother tongue, and finally,
the writers of a speech may not be identical to the
MEPs who gave the speech. This however helps,
to a large extent, to distinguish a greater portion
of non-native from native-speaker text for studies
where this is required or desired.
We provide scripts7 to extract parallel and comparable corpora of all possible combinations of the
7

https://github.com/UDS-SFB-B6Datasets/Multilingual-Parallel-DirectEuroparl

Native
Non-native
All

Direct
119k
118k
237k

Undefined
245k
313k
558k

All
364k
431k
795k

Table 1: Number of aligned paragraphs in the 7language initial corpora extracted from the xml
proceedings with different filtering options.

Native
Non-Native
All

Direct
51k
11k
73k

Undefined
66k
15k
99k

All
138k
26k
196k

Native
Non-native
All

Orig.
Trans.
Orig.
Trans.
Orig.
Trans.

Direct
52k
52k
53k
53k
136k
136k

Undef.
82k
82k
92k
92k
354k
354k

All
162k
162k
160k
160k
490k
490k

Table 3: Paragraph count in the 7-language comparable corpora for translationese classification:
originals (Orig.) and translations (Trans.).

Table 2: Number of aligned paragraphs in the
fully parallel 7-language datasets, balanced by the
source language.
7 languages, and filtering options i.e. native/nonnative speaker and direct/undefined translations.
Tables 1, 2 and 3 show statistics for these extractions for all 7 languages. Table 1 shows the
number of aligned paragraphs for the initial corpora extracted from the xml parliamentary proceedings, as depicted on Figure 1. In this case, not
all the entries have the translations into all 7 languages, but the scripts allow to select fully aligned
parallel subsets for any combination of languages.
Table 2 corresponds to the most restrictive case,
the fully parallel 7-language datasets, i.e. the entries where translations into any one of the languages are missing have been removed. Additionally, each of these datasets has been balanced to
have the same number of entries per source language (second column in Figure 1). Finally, Table
3 shows statistics for the translationese comparable corpora. All of the comparable corpora mentioned in this table have structure as shown in Figure 2. We extract original and translations paragraphs in equal proportions. The originals part
contains texts in 7 languages and the the translationese part contains translated texts in 7 languages in equal proportions, where for each language these are translations from 6 languages also
in equal proportions.

4

Translationese Classification

In order to see if the purity of the resulting corpus
affects distinguishability of translations and originals, we perform a first naı̈ve translationese classification task on both direct and undefined translations for a subset of languages (English, Ger-

Figure 2: Structure of a 7-language comparable
corpus for translationese classification.

man and Spanish), but leave a deep analysis of the
topic for future work. The classification is done
on the balanced subsets of direct (up to 2003) and
undefined (after 2003) data using both native and
non-native speaker data. We perform classification
on monolingual comparable corpora, which have
an analogous structure to the multilingual corpus
shown in Figure 2, however there is only one target and only one source language. These corpora
were extracted with the scripts that we provide,
since they allow extraction of the corpora for any
combinations of the 7 languages. Thus half of
each corpus is made up of original texts, and the

Language
Text Source
DE
EN
DE
ES
EN
DE
EN
ES
ES
DE
ES
EN
Average

Accuracy
Direct Undefined
71.08
69.46
74.93
72.46
69.55
66.46
70.34
66.79
70.12
70.80
67.04
69.90
70.51
69.31

∆
D-U
+1.62
+2.47
+3.09
+3.55
-0.68
-2.86
+1.20

Table 4: Translationese classification results (accuracy) and difference between direct (D) and undefined (U) accuracies (∆).
other half consists of translations from a certain
language, e.g. English originals vs. translations
from Spanish into English. We perform classification on 6 possible combinations of 3 languages:
German, English and Spanish. For each combination, the training set contains 29k paragraphs, test
and validation set contain 6k paragraphs each.
We train a Support Vector Machine classifier
with a linear kernel. The INFODENS toolkit (Taie
et al., 2018) is used to extract features and to train
and evaluate the classifier. We tune the regularization parameter C on the validation set. We use a
subset of the features provided by the toolkit inspired by the optimised feature selection approach
in Rubino et al. (2016), and add custom backward
language modelling features8 . In particular, we
use 108 features divided as:
– surface features: average word length, syllable ratio, sentence length;
– lexical features: lexical density, type-token
ratio;
– unigram bag of PoS;
– language modelling features: log probabilities and perplexities, according to the forward and backward n-gram language models
(n ∈ [1; 5]) built on tokens and PoS-tags;
– n-gram frequency distribution features: percentages of n-grams in the paragraph occurring in each quartile (n ∈ [1; 5]).
The n-gram language models are estimated
with SRILM (Stolcke, 2002) and spaCy9 is used
for tokenizing and PoS-tagging the texts.
8

https://github.com/daria-pylypenko/
B6-SFB1102
9
https://spacy.io/

Our results are reported in Table 4. We observe that accuracy for direct translations only is
higher than for undefined in most cases, but not
always. We assume that only the direct translations provide us with the reliable results, since for
the undefined part we do not know the exact proportion of direct and pivot translations. For the
undefined part, we also hypothesize that accuracy
will depend on the distance between the pivot and
the source language: it will determine whether
translationese features of the original source will
be amplified, overridden or left intact during the
second translation and this is why the accuracy in
the classification might be changing with respect
to the direct translation texts. However, due to the
fact that we do not have pivot language annotations, the hypothesis cannot be confirmed or rejected. According to our results, translationese effects are more evident in German text (highest accuracy, therefore easiest text to classify), whereas
Spanish text coming from English is the most difficult to detect (accuracy of 75% vs. 67%). Undefined translations, however, diminish the difference (72% vs. 70%).

5

Conclusions and Future Work

We have presented a corpus based on the proceedings of the European Parliament, aligned across
7 languages on a paragraph level, and scripts for
extracting parallel and comparable subcorpora for
all combinations of these languages. We have also
enabled subsampling the corpus to extract the part
of the data that consists only of direct translations,
as opposed to data with unknown status. The corpus is suitable for translation studies and machine
translation.
Future work could involve extending the
paragraph-level alignment to sentence level.
Moreover, indirect translation is a multi-faceted
research topic (Pieta, 2019), and it would be interesting to examine it in the context of translationese. Since the pivot language annotations for
the Europarl proceedings are not available, another future work direction could be to study influence of pivot languages in machine translationese.
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